Semi-Supervised Domain Adaptation for Cross-Survey Galaxy Morphology Classification and Anomaly Detection

Aleksandra Ćiprijanović
Fermi National Accelerator Laboratory
Kirk Rd and Pine St
Batavia, IL 60510
aleksand@fnal.gov

Ashia Lewis
Fermi National Accelerator Laboratory
Kirk Rd and Pine St
Batavia, IL 60510
atlewis@fnal.gov

Kevin Pedro
Fermi National Accelerator Laboratory
Kirk Rd and Pine St
Batavia, IL 60510
pedrok@fnal.gov

Sandeep Madireddy
Mathematics and Computer Science Division, Argonne National Laboratory
Lemont, IL 60439, USA
smadireddy@anl.gov

Brian Nord
Fermi National Accelerator Laboratory; Kavli Institute for Cosmological Physics & Department of Astronomy and Astrophysics, University of Chicago
nord@fnal.gov

Gabriel N. Perdue
Fermi National Accelerator Laboratory
Kirk Rd and Pine St
Batavia, IL 60510
perdue@fnal.gov

Stefan Wild
Mathematics and Computer Science Division, Argonne National Laboratory
Lemont, IL 60439, USA
wild@anl.gov

Abstract

In the era of big astronomical surveys, our ability to leverage artificial intelligence algorithms simultaneously for multiple datasets will open new avenues for scientific discovery. Unfortunately, simply training a deep neural network on images from one data domain often leads to very poor performance on any other dataset. Here we develop a Universal Domain Adaptation method DeepAstroUDA, capable of performing semi-supervised domain alignment that can be applied to datasets with different types of class overlap. Extra classes can be present in any of the two datasets, and the method can even be used in the presence of unknown classes. For the first time, we demonstrate the successful use of domain adaptation on two very different observational datasets (from SDSS and DECaLS). We show that our method is capable of bridging the gap between two astronomical surveys, and also performs well for anomaly detection and clustering of unknown data in the unlabeled dataset. We apply our model to two examples of galaxy morphology classification tasks with anomaly detection: 1) classifying spiral and elliptical galaxies with detection of merging galaxies (three classes including one unknown anomaly class); 2) a more granular problem where the classes describe more
detailed morphological properties of galaxies, with the detection of gravitational lenses (ten classes including one unknown anomaly class).

1 Introduction

With big datasets from astronomical surveys like the Dark Energy Survey [DES; 5] or the Vera Rubin Legacy Survey of space and time [LSST; 9], development of artificial intelligence (AI) algorithms capable of combining knowledge from different telescopes will open doors to many new insights. Unfortunately, standard deep learning algorithms are not well suited for work on multiple datasets. Domain adaptation (DA) research includes the development of methods designed to enable work on multiple datasets at the same time, by allowing the model to learn and use only features present in both datasets [4, 18, 20], thus aligning two latent data distributions. In astronomy, DA has first been used in combination with active learning in [16], for Supernova Ia classification and identification of Mars landforms. Then, in [2], authors use DA for identifying merging galaxies in simulated Sloan Digital Sky Survey [SDSS; 21] mock images and real SDSS data. In [3], authors use DA for galaxy morphology classification in simulated mock LSST data, and as a tool to mitigate possible catastrophic perturbation-driven errors. Unfortunately, even when two datasets are quite similar, like simulated mock images mimicking some telescope and real observations from the same telescope, DA methods can be quite hard to fine tune. Because of this, the development of DA methods that can be used on multiple observational datasets exhibiting even larger differences has not previously been attempted. Furthermore, when working with real astronomical data, researchers will not always be able to work with fully curated datasets; there may be partial overlap of classes, unknown classes or anomalies in one or both domains, etc. Most standard DA methods try to align the entire data distributions, so the presence of any kind of non-overlapping classes will not allow those DA methods to be applied successfully.

In this work we develop a semi-supervised universal DA method DeepAstroUDA that can handle the presence of non-overlapping classes in any of the two data domains and can even detect and cluster unknown classes. As with all DA methods, it requires two datasets: the source domain, which contains labeled images, and the target domain, which can be unlabeled as the labels are not used during model training. Our aim is the development of a universal DA method that can be applied to a plethora of astronomical tasks and can successfully perform DA on both simulated and observational data. We apply our method to two observational datasets (available via the Galaxy Zoo project [12, 11, 19]) and show that it is capable of successfully bridging even two substantially different datasets and even discovering new unknown classes in the unlabeled target domain. We focus on galaxy morphology classification with anomaly detection: 1) classification of spiral and elliptical galaxies, with the discovery of merging galaxies, and 2) more granular galaxy morphology classification with sub-classes that more closely describe galaxy shapes (based on attributes such as ellipticity, bulge prominence, presence of a bar in spiral galaxies etc.) and detection of gravitationally lensed galaxies.

2 Methods

In this work, we introduce a semi-supervised universal DA method DeepAstroUDA. Domain alignment and clustering of similar objects into classes is performed via two loss functions: adaptive clustering and entropy separation.

Adaptive Clustering (AC) Loss: The main idea of this type of semi-supervised clustering [10] is to group unlabeled target domain samples into clusters by computing pairwise similarities among their extracted features, then force the class labels predicted by the classifier for samples with large pairwise feature similarities to be consistent. For a pair of unlabeled target samples \( x_1 \) and \( x_2 \) we predict a pairwise similarity label by using the output prediction vectors \( p_1 \) and \( p_2 \) and rank ordering their feature elements [7]. We then require the top \( k \) elements (\( k = 3 \) for 3-class problem and \( k = 7 \) for 10-class problem, for computational efficiency) to decide that the paired samples belong to the same class, which is denoted by similarity label \( s_{12} = 1 \); otherwise, \( s_{12} = 0 \). For the labeled source domain images, we use their class labels to generate similarity labels. We also calculate a similarity

\[ \text{Code is publicly available at: } https://github.com/deepskies/DeepAstroUDA \]
score between samples as $p_i^\top p_j$. Finally, we can write the AC loss as a binary cross-entropy loss, where similarity labels are used as ground truth labels:

$$L_{AC} = -\sum_{i \in B} \sum_{j \in b_i} s_{ij} \log (p_i^\top p_j) + (1 - s_{ij}) \log (1 - p_i^\top p_j),$$

(1)

where $B$ is the bank that contains samples from all previous source and target batches, and $b_i$ is the current target batch $b_i$. By comparing similarities between unlabeled target samples from the current target batch to all elements stored in the bank, current target samples are pushed towards source and target samples with which they share the most similar features.

**Entropy Separation (ES) Loss**: The objective of the ES loss is to align classes present in both datasets, while pushing away the classes present only in one of the domains $b_i$. This is possible because unknown samples often do not share features with known samples, which leads to larger entropies for unknown samples compared to entropies between shared classes. Therefore, the entropy can be used to decide the boundary between known and unknown samples. If we denote the mean entropy of the classifier output $p_i$ of sample $i$ from the target batch $b_i$ as $H(p_i)$, we can define a boundary $\rho$ around the entropy value so that $L_{ES}(p_i) = -|H(p_i) - \rho|$ when $|H(p_i) - \rho| > m$, and $L_{ES} = 0$ otherwise. Here $m$ is a confidence threshold around the boundary $\rho$, which is used to decide if we are confident about whether a particular sample belongs in a known or unknown class. Only those samples that are far enough from the entropy boundary $\rho$ will be moved towards known classes or pushed away as an unknown class. The boundary $\rho$ and confidence threshold $m$ start from preset values (determined from experiments), but are actively fine-tuned during training. Finally, the total ES loss is:

$$L_{ES} = \frac{1}{|b_i|} \sum_{i \in b_i} L_{ES}(p_i).$$

(2)

**Total Loss**: The main classification loss for the labeled source domain is the weighted cross-entropy (CE) loss. Combining this with the other terms described above gives the total loss, which is the objective of the model training: $L = L_{CE} + \lambda (L_{AC} + L_{ES})$. The importance of the DA loss terms is governed by the weight parameter $\lambda$. We find that $\lambda = 0.005$ achieves the best model performance on our datasets.

We use ResNet50 network and train it with early stopping that monitors the change in accuracy and stops the training when there is no improvement in 12 epochs. Domain-specific batch normalization is used to eliminate domain style information leakage. The model is trained using stochastic gradient descent with Nesterov momentum and an initial learning rate of 0.001 (with an inverse learning rate scheduler, whereby the learning rate is decayed by a factor of 0.1 every 10 epochs). We train our models on 4 NVIDIA RTX A6000 GPUs (available from Google Colab and LambdaLabs), and on average the training converges in $\approx 5$ hours.

### 3 Data and Experiments

In this work we apply our method to 3-class and 10-class experiments. We use two datasets from the Galaxy Zoo project [GZ; 12, 19], which used crowd sourcing to create labels for millions of galaxies through a web-based interface: source domain dataset from GZ2 SDSS [19] images, and target domain dataset from GZ3 DECals [17], that uses DESI Legacy Imaging Surveys [6]. Specifically, we use a subset of this dataset (with images that passed more rigorous vote filtering) named Galaxy10 DECals. For our 10-class experiment, we use 9 classes from this dataset (disturbed, merging, round smooth, cigar shaped smooth, barred spiral, unbarred tight spiral, unbarred loose spiral, edge-on without bulge, edge-on with bulge) and add one more class from the full GZ3 DECals dataset, gravitationally lensed galaxies, which we will treat as an unknown class. We use the same labels for our source GZ2 SDSS dataset. Furthermore, we also test our method on a simple 3-class problem with spiral, elliptical (known classes), and merging galaxies (unknown class). These correspond, respectively, to the barred spiral, round smooth and merging classes from the 10-class experiment. In Figure 1 we example images from both source and target domains. In this work, we demonstrate the performance of our model on two Open DA problems, where the unlabeled target domain contains
Table 1: Accuracies for ResNet50 on SDSS (source) and DECaLS (target) test data (3-class and 10-class problem) when training without DA (top row) and with DA (bottom row). Inclusion of DA increases accuracy for both source and target data in both experiments.

<table>
<thead>
<tr>
<th>Train. type</th>
<th>Source</th>
<th>Target</th>
<th>Source</th>
<th>Target</th>
</tr>
</thead>
<tbody>
<tr>
<td>No DA</td>
<td>0.81</td>
<td>0.56</td>
<td>0.77</td>
<td>0.43</td>
</tr>
<tr>
<td>DA</td>
<td>0.84</td>
<td>0.82</td>
<td>0.82</td>
<td>0.79</td>
</tr>
</tbody>
</table>

one unknown class, not present in the labeled source domain. Both SDSS and DECaLS data include three filter images (\(i, r, g\)). We use SExtractor [1] to determine the center and radius of objects in the downloaded images, and then crop images to \(256 \times 256\) pixels, using the extracted object properties to ensure no pertinent parts of the image have been inappropriately removed. The source and target datasets each contain \(\approx 6.5k\) images for our 3-class problem, and \(\approx 20k\) images for our 10-class problem. All data in our experiments are normalized to pixel values \([0, 1]\) and then divided into training, validation, and test sets in proportions 60% : 20% : 20%.

![Figure 1](image1.png)

Figure 1: Randomly selected example images from the 10-class problem. Source domain SDSS data (spiral and elliptical classes) is given in the top row, while the target domain DECaLS data (spiral, elliptical, and merging classes) is in the bottom row. We give true labels in the top left corner of each image and predicted labels in the top right corner (when trained with DA).

4 Results

In Table 1 we report accuracies for the source and target test sets: normal training without any DA, i.e. training with just \(L_{CE}\) on the source domain (top row), and then DeepAstroUDA training with DA (bottom row). Using DA improves performance in both data domains. Aligning the data distributions allows the model to work well on unlabeled target data. The use of domain-invariant features makes training harder, preventing the model from overfitting on the source domain to allow it to train for longer and increase performance even on the labeled source data. In the top row of Figure 2, we show how the target domain accuracies in the 3-class problem change during training, as well as how the three different loss terms evolve. The bottom row shows the training target accuracies for the 10-class problem and a target test set confusion matrix that indicates the similarities between some known galaxy classes. Finally, in Figure 3, we show t-SNE plots [15] of the latent space of the model trained on the 3-class problem, to better illustrate the effects of DA training. Our results show that DeepAstroUDA can: 1) successfully be used on difficult domain shift problems such as astronomical data originating from different surveys, and 2) handle any type of domain overlap and perform in the presence of unknown classes, which can be used for anomaly detection tasks like searching for merging galaxies, gravitational lenses, etc. While we focus on cross-survey Open DA problems (unknown class present in the target domain) in this paper, we will explore and present results of our method on different types of domain shift problems in our future work.
Figure 2: Top (3-class): left: target domain accuracies during training (elliptical in violet, spiral in navy and unknown merger class in yellow); right: loss functions during training (CE loss in yellow, AC loss in green, ES loss in dark green). Vertical dashed lines on the left plot show epochs in which hyperparameters of the ES loss were fine-tuned. Bottom (10-class): left: target domain mean known class accuracy (blue), unknown gravitational lens class accuracy (red), and mean accuracy for all classes (black dashed line); right: target test set confusion matrix to illustrate confusion between morphologically similar classes (disturbed (0), merging (1), round smooth (2), cigar shaped smooth (3), barred spiral (4), unbarred tight spiral (5), unbarred loose spiral (6), edge-on without bulge (7), edge-on with bulge (8), lenses (9)).

Broader Impact

Our paper introduces a universal DA method that can handle any type of overlap between different astronomical datasets and is applicable not only to multiple types of problems in astrophysics and cosmology, but also to other scientific domains and beyond. This research will impact the wider scientific community, since work with data from simulations and multiple telescopes or experiments...
is often present in many scientific applications. This is also relevant for the development of methods trained on simulations or old observations that work during new observations in real time, which is crucial for fast detection of transient phenomena, anomalies or real-time data cataloging and dataset creation.

Acknowledgments and Disclosure of Funding

This manuscript has been supported by Fermi Research Alliance, LLC under Contract No. DE-AC02-07CH11359 with the U.S. Department of Energy (DOE), Office of Science, Office of High Energy Physics. This research has been partially supported by the High Velocity Artificial Intelligence grant as part of the DOE High Energy Physics Computational HEP program. It has also been partially supported by the DOE Office of Science, Office of Advanced Scientific Computing Research, applied mathematics and SciDAC programs under Contract No. DE-AC02-06CH11357. This research used resources of the Argonne Leadership Computing Facility at Argonne National Laboratory, which is a user facility supported by the DOE Office of Science.

The authors of this paper have committed themselves to performing this work in an equitable, inclusive, and just environment, and we hold ourselves accountable, believing that the best science is contingent on a good research environment. We acknowledge the Deep Skies Lab as a community of multi-domain experts and collaborators who have facilitated an environment of open discussion, idea-generation, and collaboration. This community was important for the development of this project.

References


Checklist

1. For all authors...
   (a) Do the main claims made in the abstract and introduction accurately reflect the paper’s contributions and scope? [Yes]
   (b) Did you describe the limitations of your work? [No] We do not discuss limitations in this short preliminary study, but we will discuss it in our more detailed future work.
   (c) Did you discuss any potential negative societal impacts of your work? [N/A] We do not see any obvious negative social impact of our work, which is related to domain adaptation for astronomy.
   (d) Have you read the ethics review guidelines and ensured that your paper conforms to them? [Yes]

2. If you are including theoretical results...
   (a) Did you state the full set of assumptions of all theoretical results? [N/A] We do not include any theoretical results.
   (b) Did you include complete proofs of all theoretical results? [N/A]

3. If you ran experiments...
   (a) Did you include the code, data, and instructions needed to reproduce the main experimental results (either in the supplemental material or as a URL)? [Yes] We provide URL for our GitHub repository, where the code used in this work is publicly available.
(b) Did you specify all the training details (e.g., data splits, hyperparameters, how they were chosen)? [Yes] Details are given in Section 2 and Section 3.

(c) Did you report error bars (e.g., with respect to the random seed after running experiments multiple times)? [No] In this preliminary study we only report results from a single run without multiple random seeds.

(d) Did you include the total amount of compute and the type of resources used (e.g., type of GPUs, internal cluster, or cloud provider)? [Yes] We give details in Section 2.

4. If you are using existing assets (e.g., code, data, models) or curating/releasing new assets...

   (a) If your work uses existing assets, did you cite the creators? [Yes] In Section 3 we reference papers related to the datasets we use, as well as provide links where the data is available.

   (b) Did you mention the license of the assets? [N/A]

   (c) Did you include any new assets either in the supplemental material or as a URL? [No]

   (d) Did you discuss whether and how consent was obtained from people whose data you’re using/curating? [N/A] We are using publicly available Galaxy Zoo data.

   (e) Did you discuss whether the data you are using/curating contains personally identifiable information or offensive content? [N/A] Astronomical data does not contain any personally identifiable information.

5. If you used crowdsourcing or conducted research with human subjects...

   (a) Did you include the full text of instructions given to participants and screenshots, if applicable? [N/A] We did not use any crowdsourcing. Even though datasets were labeled via crowdsourcing, all work was performed beforehand, through the Galaxy Zoo project, which we were not involved in.

   (b) Did you describe any potential participant risks, with links to Institutional Review Board (IRB) approvals, if applicable? [N/A]

   (c) Did you include the estimated hourly wage paid to participants and the total amount spent on participant compensation? [N/A]