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ABSTRACT: The SeaQuest experiment (Fermilab E906) detects pairs of energetic 𝜇𝜇+ and 𝜇𝜇− 
produced in 120 GeV/c proton-nucleon interactions in a high rate environment. The trigger 
system consists of several arrays of scintillator hodoscopes and a set of field-programmable gate 
array (FPGA) based VMEbus modules. Signals from up to 96 channels of hodoscope are 
digitized by each FPGA with a 1-ns resolution using the time-to-digital convertor (TDC) 
firmware. The delay of the TDC output can be adjusted channel-by-channel in 1-ns steps and 
then re-aligned with the beam RF clock. The hit pattern on the hodoscope planes is then 
examined against pre-determined trigger matrices to identify candidate muon tracks. 
Information on the candidate tracks is sent to the 2nd-level FPGA-based track correlator to find 
candidate di-muon events. The design and implementation of the FPGA-based trigger system 
for SeaQuest experiment are presented. 
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1. Introduction 

The SeaQuest experiment uses the 120-GeV/c proton beam extracted from the Fermilab 
Main Injector to measure muon pairs from the Drell-Yan process [1] in collisions with liquid 
hydrogen (p-p), deuterium (p-d), and the other nuclear targets (p-A) [2-5]. In the Drell-Yan 
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process, quark and antiquark from colliding hadrons annihilate into a virtual photon, which then 
decays into a pair of oppositely charged muons. From measurement of the muon pairs, 
information on the quark and antiquark structure of the hadrons can be obtained. In the 
SeaQuest experiment, data from liquid hydrogen and liquid deuterium targets will be sensitive 
to the distributions of the light anti-quarks, 𝑢𝑢� and 𝑑̅𝑑, in the proton. In addition, information on 
the energy loss of a fast parton (quark) traversing the cold nuclear matter, and the EMC-effect 
for sea-quarks, can be extracted using nuclear targets. 

 
The design of the SeaQuest experiment is similar to the previous Fermilab fixed-target 

experiments (E772, E789 and E866/NuSea reviewed in [6]) which used an 800 GeV/c proton 
beam. A different proton beam line of 120 GeV/c and a new spectrometer located at a different 
experimental hall are utilized for SeaQuest. The spectrometer layout is shown in Fig. 1. A 
dipole magnet labeled “Solid Iron Focusing Magnet” (FMAG), which focuses muon pairs into 
the detector acceptance and sweeps out low-momentum background particles, also functions as 
the hadron absorber and beam dump. A large open-aperture analyzing magnet labeled “KTeV 
Magnet” (KMAG) is for precise determination of the momenta of muon tracks. The magnetic 
fields of FMAG and KMAG are in the vertical (Y) direction to bend particles horizontally 
parallel to the X-direction. Stations 1, 2 and 3 consist of scintillation hodoscopes and multi-wire 
drift chambers (MWDC) for tagging and measuring the trajectories of muons. Further 
downstream, a large iron absorber instrumented with proportional tubes (Station 4) provides 
additional muon identification. One of the scintillation hodoscope arrays in SeaQuest is shown 
in Fig. 2. Valid Drell-Yan dimuon events will have hits on different hodoscope planes satisfying 
various trigger-roads (firing patterns). This is the underlying principle for the SeaQuest trigger 
system. 

The SeaQuest beam consists of ~1013 protons in a 5-second long slow-extraction spill 
once every minute. The microscopic spill structure is such that the protons are delivered in 1-ns 
wide “RF buckets” separated by 18.9 ns (53 MHz), known as the RF clock period. The 
Drell-Yan process is electromagnetic in nature and represents only a tiny fraction of the total 
interaction cross section. The task of the trigger system is to tag events containing a pair of 
opposite-sign muons using the fast signals from the scintillation hodoscopes. The trigger system 
should also have sufficient timing resolution to resolve hodoscope hits from adjacent RF 
buckets. Scintillation hodoscopes placed at each station provide prompt signals as input for the 
trigger modules. 

While the trigger system aims at measuring events with opposite-sign muon pairs 
originating from the Drell-Yan process, other opposite-sign muon pairs from the decay of 
charmonium state (J/ψ) are also of interest. The main background comes from random 
coincidence of single muons from decays of mesons (π, K, D, etc.). In order to discriminate the 
Drell-Yan and charmonium signals from the background, a trigger matrix obtained from 
Monte-Carlo simulation of the Drell-Yan and J/ψ events was implemented into the FPGAs. 

 
Fig. 1. The schematic layout of the Fermilab SeaQuest 
spectrometer. 
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In the remainder of this paper, we focus our discussion on the design of the FPGA 

firmware. We first introduce the overall structure of the trigger system and its basic 
functionality. Then we will describe the FPGA trigger module logic. The three major functions 
(TDC, delay adjustment pipeline, and trigger matrix) which are implemented in the trigger 
module logic will be discussed. 

 

2. Overall structure of the trigger system 

 
Figure 3 shows the block diagram of the SeaQuest trigger system. It consists of 4 scintillation 
hodoscope arrays with corresponding discriminators, the 1st level track finder, and the 2nd level 
track correlator. For the station 4 hodoscope, each scintillator is connected to PMTs at both ends 
followed by a mean timer. The specifications of the hodoscope planes are listed in table 1. The 
X and Y hodoscopes measure hits in the bending and non-bending planes, respectively. Each X 

 
Fig. 2. One of the scintillation hodoscope arrays for X 

(horizontal)-direction tracking in the SeaQuest experiment. 

 
Fig. 3. Block diagram of the SeaQuest trigger system. 
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hodoscope consists of the up (U) and down (D) parts, as shown in Fig. 2. Similarly, the Y 
hodoscope is divided into the left (L) and right (R) parts. A muon originating from the target 
forms a straight line in the non-bending Y direction measured by the Y hodoscopes. The hits on 
the X hodoscopes corresponds to a non-straight track related to muon’s momentum. The track 
finding relies mainly on the hit pattern of the X hodoscopes, while the expected straight track on 
the Y hodoscopes could provide further track identification.  

 
The signals from hodoscope arrays and the RF clock are sent to the FPGA as inputs for the 

1st level track finder. The track-finder logic in the SeaQuest trigger system is based on the hit 
pattern of hodoscopes placed throughout the spectrometer. In order to analyze the hit pattern of 
potential dimuon events, signals from each channel should be aligned to the appropriate RF 
clock, associated with the collision time. To achieve this functionality, we utilize the FPGA 
internal TDC function with 1-ns resolution to sample the input signal and store the time of each 
hit with an appropriate offset for alignment with the RF clock. The precision of the 
channel-by-channel offset adjustment is 1 ns. A user-defined time window selects the in-time 
hits taking into account the variation of signal propagation time due to the finite length of each 
scintillator. 

Compared with the trigger system in the previous Fermilab E866 experiment [7], the new 
system contains fewer components but significantly greater flexibility and reliability. All the 
modules of trigger logic, fan in/out and trigger matrix memory, and cables for delay adjustment 
in E866 are now integrated into the functionality of the FPGAs in SeaQuest. 

The trigger logic electronics are based on the 6U VMEbus module (CAEN V1495) [8] 
which contains a field-programmable gate array (FPGA) with 20,060 logic elements (Altera 
EP1C20F400C6) [9]. The FPGA receives up to 96 channels of inputs from the hodoscopes and 
digitizes the leading edge time at 1-ns (LSB) resolution using time-to-digital converter (TDC) 
blocks in the firmware [10-12]. A photo of the V1495 module is shown in Fig. 4. 

Hodoscope Paddle width (cm) Paddle length (cm) # of paddles 
1X(U/D) 7.32 69.9 23 
1Y(L/R) 7.32 78.7 20 
2X(U/D) 13 120.7 16 
2Y(L/R) 13 101.6 19 
3X(U/D) 13.34 162.56 16 
3Y(L/R) 13.34 162.56 16 
4Y(L/R) 23.50 185.5 16 
4X(U/D) 19.69 182.88 16 

Tab. 1. Specifications of the SeaQuest hodoscope arrays. Each hodoscope plane is divided into 
up/down (U/D) or left/right (L/R) halves. The number of paddles refers to each half of the 
hodoscope plane. 
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The trigger system is composed of 5 individual V1495 modules. Each module, installed 

with input/output mezzanine boards, can provide 96 input channels and 64 output channels. 
Four modules are used as the 1st level track finders, which search for muon tracks in upper 
Y-direction hodoscopes, upper X-direction hodoscopes, lower Y’s, and lower X’s, respectively. 
For the X-direction hodoscopes, each V1495 module serves 71 inputs. For the Y-direction 
hodoscopes, one V1495 serves 70 inputs, the other one serves 72 inputs. The remaining module 
works as the 2nd level track correlator, which receives track information from the track finders 
and forms the final trigger decision. Based on the charge-sign and the transverse momentum 
(pT) of the track candidates, the 2nd level track correlator will either accept or reject the events 
according to some predetermined firing patterns. For example, if the track correlator receives 
two opposite-sign muon tracks and the total pT is larger than 4.0 GeV/c, the track correlator will 
output a signal for a non-prescaled trigger. We also collect prescaled single-muon events for 
background study. During SeaQuest’s Run I, we had 2 non-prescaled triggers and 4 prescaled 
triggers. On average, it takes ~440 ns for processing the 1st level track finder and ~330 ns for 
the track correlator. The specific processing time depends on the number of pipeline steps in the 
trigger matrices and the internal TDC delay. The ~770 ns trigger decision time is well within the 
2048-ns limit set by the buffer size of the TDC modules for the drift chamber readout. 

3. FPGA trigger module logic 

The major functions of the FPGA are shown in figure 5: the TDC unit, the delay adjustment 
pipeline, and the trigger matrix. The 1st level track finders and the 2nd level track correlator 
share a common design of the TDC unit and delay adjustment pipeline. The function of the 
Time-to-Digital converter (TDC) is to digitize leading-edge time of the 96-channel input 
signals. The 4-phase sampling units are driven by a 250 MHz clock generated by the PLL 
(phase lock loop) function with a 40 MHz clock source. This 4-phase sampling unit can provide 

 
Fig. 4. CAEN V1495 6U VMEbus module. 
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a 1-ns resolution TDC with a 16-ns two-hit resolution. The encoded timing information is sent 
to a digitizing and retiming block which synchronizes with a 62.5 MHz clock.  

The digitized timing information is sent to a RAM-based pipeline structure which 
synchronizes the input timing with respect to the beam RF signal in 1-ns steps. Including this 
function in the FPGA allows all input channels to have varying signal delays due to different 
cable lengths and minor differences in electronics settings, and also provides a 16-ns jittering 
acceptance region. The RAM-based pipeline structure has a total record depth of 2048 ns. At 
this stage, the zero-suppressed TDC output is provided. Finally, the re-aligned signals are sent 
to the trigger matrix to examine the firing patterns of the hodoscopes and apply the trigger 
matrices.  

Both the 1st and 2nd level FPGAs use the same design of these major functions, but 
with different contents of the trigger matrices. The VHDL (VHSIC Hardware Description 
Language) codes of the trigger matrices are generated automatically using a program which 
converts the required trigger roads into the hardware logic description. This automation reduces 
both the work load and potential errors during the commissioning phase of the experiment when 
trigger conditions are changed frequently. The details of the trigger system are presented in the 
following sections.  

 

4. The TDC block 

The core unit of the TDC function adopts the multi-phase sampling scheme as shown in Fig. 6. 
After an input buffer logic element, 4 phases (C0, C90, C180, and C270) of the 250 MHz clock 
are used to achieve the 1-ns timing resolution for the TDC. The four registers are connected to 
four internal clocks, each with a 90-degree phase difference.  The 0- and 90-degree clocks are 
generated in a phase-lock-loop (PLL) clock synthesizer, and their inversions are used for the 
180- and 270-degree clocks. The sampling interval is 1 ns even through each register operates at 
250 MHz, rather than 1 GHz. 
 A transfer to the 0-degree clock domain occurs in the second and third stages of the 
pipeline. Depending on arrival time, the transitions of the input logic levels are recorded at 
different locations within the four registers. A detailed description of the function can be found 
in [13].  

 
Fig. 5. Block diagram of the major functions in FPGA. 
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Due to the four clock phases, the sampling registers must be brought to the same clock 
domain via the clock domain-changing stage, shown in Fig. 6. Note that three registers use the 
c0 clock while the last one uses the c90 clock. Should the clock used in the last register be c0, 
the transition time between the sampling registers driven by c270 and the clock 
domain-changing registers would be 1 ns, which is too tight for successful firmware 
compilation. The transition time between the c270 and the c90 clocks is 2 ns, which is much 
easier to satisfy. In order to prevent ultra-short pulses caused by input circuit ringing from being 
digitized, the design incorporated the function of transition edge regulation. As shown in Fig. 6, 
the bit pattern on QD to Q3 is used by a look-up table in an FPGA logic element to determine if 
a sampling point is at the edge of a well-established pulse. The sampling position of the input 
signal edge represents the arrival time and is encoded as the lowest two bits, T0 and T1, 
together with a data valid (DV) bit. The higher 2 bits, labeled TS, are generated with a coarse 
time counter. The coarse time, fine time and data valid signals are conveyed to the later stages 
for further operation. 

 
 To ensure equal propagation delay from input buffer to the multi-sampling registers and 
the clock domain-transfer registers, the input cell and the registers for each channel should be 
placed at suitable locations in the FPGA. A Fortran program is written to accomplish this task. 
The output of the program is included in the assignment file for compiling the FPGA design 
software. Placement of other logic elements is more flexible and can be automatically 
performed by the FPGA compiler. 

 To implement 32 channels driven by a fast clock into the FPGA is straightforward. The 
compiler has enough resource to place the gate element and routing. But it becomes a challenge 
when a large number of channels are required. In developing the firmware for 96 channels, the 
power capability of the module prevented us from using high clock frequency in a small portion 
of the FPGA. We carefully designed each block with smallest possible silicon area and the 
clock of lowest possible frequency. 
The 1-ns timing resolution for the trigger-module TDC allows us to monitor and correct for any 
timing shift for each scintillator. Such timing shift could affect the trigger efficiency if 

 
Fig. 6. Structures of TDC unit in the SeaQuest trigger FPGA 
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undetected. Moreover, the trigger-module TDC provides a cross check for another TDC system 
with 2.5-ns timing resolution, which was used for the hodoscope readout during part of the data 
taking. 

5. The delay adjustment pipeline structure 

The timing data from the TDC are sent to RAM blocks used as pipelines and also for event 
storage. Figure 7 shows the pipeline structure. The input delay in each channel is adjustable 
individually in 1-ns step. Each bin in the pipeline corresponds to a 16-ns time interval and each 
memory location contains 4 bits for hit time with 1-ns (LSB) resolution plus 1 data-valid (DV) 
bit. In each channel, a relative delay value of 0-255 ns is stored in an 8-bit register. The lowest 4 
bits of this register and the 4 bits from the TDC output are summed and written into the 
pipeline. If the carry from the sum is 1, the data will be delayed by one clock cycle before being 
written into the pipeline. The highest 4 bits of the register and the pipeline pointer counter are 
summed as the pipeline writing address. The channel-by-channel writing operations on a 
pipeline memory block serving 4 channels are clocked at 250 MHz while the reading operations 
are parallel for the 4 channels and clocked at 62.5 MHz. In this way, individual channel delays 
are compensated at the output port of the pipeline. 

 
The pipeline is also used for event storage. When a global trigger is received, the pipeline 

stops; a history record of 16 time slots (TS) for all 96 channels i.e., 96*16 = 1536 words will be 
copied from the pipeline to the VME interface buffer at 500 Mb/s, which takes 24.576 𝜇𝜇s. The 
empty time slots are suppressed during the copying process. The buffer capacity is 256 hits but 
the amount of data read out in each event is user defined. The copying sequence loops over the 
hits of channels 0-95, starting with latest time slot. Therefore, if there are more than 256 hits 
within the 16 time slots (which is unlikely), only the latest hits will be readout. Most of the time 
there are less than 256 hits and the unfilled words in the buffer will be marked as the end of 
block. The FPGA can be used as a zero-suppressed TDC simply by disabling the trigger matrix. 

 
Fig. 7. The pipeline structure inside the FPGA. The in-time events are 
indicated by the red and blue blocks. The singly fired paddles are 
indicated by green blocks. 
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6. Trigger matrices 

The trigger matrix is composed of logic operators like “AND”, “OR”, and the logic elements of 
hodoscope hits. The hit patterns for events of interest are determined from Monte-Carlo 
simulation and converted into the trigger matrix uploaded into the FPGA. The FPGA is a 
powerful and flexible tool to implement and adjust the desired trigger condition without 
changing the hardware. 

We use a FORTRAN based Monte Carlo simulation code (Fast MC) to simulate all 
possible hit patterns of hodoscopes for events of interest. Fast MC contains information on the 
detector geometry, magnet configuration and field strength, and event generators for Drell-Yan, 
J/ψ, and charmed-hadron production. J/ψ events provide a valuable calibration tool and are of 
physics interest in their own right. The Fast MC simulates the momentum and position of 
muons at various locations in the spectrometer and treats the magnetic field and multiple 
scattering effects in a simplified fashion. Another simulation code (Full MC) based on Geant-4 
[14] is also available. In contrast to Fast MC, the Full MC provides a more precise estimation of 
effects due to magnetic fields and multiple scattering. A comparison between the output of these 
two MC codes shows that the precision of the fast MC is sufficient for providing the inputs to 
the trigger matrices. 

 
The invariant mass of Drell-Yan event is proportional to the transverse momentum of the 

muon pair. A high-mass Drell-Yan event would likely lead to muons with large transverse 
momenta. Since the muon pairs from the meson decay background mostly have low invariant 
mass, they could be effectively rejected by requiring the hodoscope firing pattern to be 
consistent with tracks of large transverse momentum. 

After identifying all potentially interesting hit patterns from the Monte Carlo study, we 
convert the information into a trigger matrix which is implemented in the 1st level track finder 
FPGA. The 1st level X-direction track finder sorts all valid patterns into transverse momentum 
bins. Although the Y-direction track-finders could send pY-binned track information to the 2nd 
level, we did not utilize the y-hodoscope information in the trigger decision during Run 1. The 
pZ resolution of the trigger is limited by the width of the hodoscope paddles. Any contribution 
to the dimuon mass from the longitudinal momenta is inaccessible to the trigger due to the 
relatively wide hodoscope elements. 

coi

 
Fig. 8. Visualization of the hit patterns of positive muon on the X-hodoscopes. The black points 
represent scintillator paddles viewed from the top. The red line shows the 10 most-frequently  hit 
patterns, and the blue lines show the next 10. Other patterns are shown in gray. 
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The trigger matrix implemented in the 2nd level track correlator FPGA is designed to 
identify muon pairs using the pX-binned tracks found in the 1st level track finder. Due the 
magnetic fields and the geometry of the detectors, only pairs with μ^+ having positive pX and 
μ^- having negative pX will be accepted. Therefore, each pX-bin is automatically assigned a 
charge. The main physics trigger requires an opposite-sign pair of tracks, with one track in the 
top half of the spectrometer and one track in the bottom half, satisfying some criterion on |p_x1 
|+|p_x2 |. This criterion is tuned to remove the low-mass 'dimuons', which are dominated by 
random coincidence of low-pX single tracks. Additional outputs of the 2nd level trigger can be 
defined, applying various logic conditions to the 1st level outputs. Such triggers, e.g. a 
single-muon trigger, can be useful for detector calibration and diagnostics. Offline trigger 
software is capable of identifying “hot roads” in the real data, as visualized in Fig. 8. Since 
many hot roads are populated by background events, we disable them in the 1st level look-up 
table to reject backgrounds. 

Each of the scintillator hodoscope detectors is assigned an ID in the trigger matrices. Based 
on the hit patterns of events of interest generated by the Monte Carlo code, the corresponding 
coincidence logic is generated. The 4-out-of-4 coincidence logic is of the form 
A2&B1&C1&D2. The “A2”,”B1”,”C1”, and “D2” are the detector IDs; standing for four 
different stations and different detectors. In order to account for detector inefficiency, various 
3-out-of-4 logic configurations can also be implemented. For example, the 3-out-of-4 
coincidence logics are like: A2&B1&C1, A2&B1&D2, A2&C1&D2, B1&C1&D2.  

When combining the 4-out-of-4 and 3-out-of-4 coincidence logic configurations in various 
settings of the trigger, the number of required coincidence logic elements could go up to several 
thousand. The compiler cannot automatically place the logic elements without generating 
critical timing issues. The timing issues are resolved by setting the coincidence logic output to a 
pipeline structure. All the pipeline logic is driven by a 250 MHz (4 ns) clock. Relative to the 
Fermilab main injector RF frequency of 53 MHz (18.9 ns), the trigger system is dead-time free. 
A diagram of the trigger matrices pipeline is shown in Fig. 9. 
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In the trigger matrices, each gate element takes four inputs, and sends the output to the next 

pipeline level. In the first pipeline level, the re-aligned input pattern is compared with the trigger 
matrices. If the input pattern satisfies any of the matrix patterns, a 'fired' result is sent to the next 
pipeline step. These results are OR'ed together in the subsequent pipeline steps, until finally the 
output bit word is issued. For the 1st level, the output is an up-to 32-bit word sent to the 2nd 
Level for every beam-clock cycle. Each bit represents one pX-bin for 1st level tracks. For the 
2nd level, the output is an up-to 5-bit word sent to the DAQ. Each bit represents a different 
trigger type (e.g. dimuon, single-muon). In both levels, each output bit is fired if any of the 
corresponding trigger matrix conditions is met. In the case that multiple conditions are satisfied 
for one output bit in a single beam RF clock cycle, the output bit is still fired. The compiling 
report shows that the pre-processing (including TDC, delay adjustment and hit realignment) 
takes about 8000 logic elements or 40% of the FPGA (20060 logic elements total) and the 
remaining resources are available for the trigger matrix. 

7. Summary 

We successfully developed the FPGA modules in the trigger system of the SeaQuest experiment 
with the core components of the internal TDC, delay adjustment, and trigger matrices. The 
internal TDC and delay adjustment enable a fast alignment of signals from each hodoscope 
channel with respect to the RF clock of the incident beam. The multi-phase sampling scheme 
utilizes the 250MHz clock driven device to implement 1-ns timing resolution and the timing 
critical signal paths are well controlled. Based on the delay adjustment pipeline structure, this 
system also provides a real-time timing adjustment function for the trigger system. The 
mechanism of trigger matrices provides a convenient way of implementing flexible and 
complicated triggers. The overall system has been proven to be reliable and flexible. During the 

 
Fig. 9. The schematic diagram of the trigger matrix pipeline structure. 
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commissioning run of SeaQuest, the performance of the SeaQuest trigger system meets the 
design requirements. The details of the performance will be discussed in a forthcoming paper.  
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